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Introduction

Network file system suitable for low
bandwidth, highlatency environments

Transfers less data than application produces
Closeto-open consistency

When a user has closed and written a file, other
users will always see new content
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Takes advantage of intefile andcrossfile
similarity
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Chunking Algorithm
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different versions of a file i
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Split file into chunks, hash the chunks, then transfer
hashes to server
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But how do we split the file into chunks?
What about fixedsize chunks?

A single byte inserted into the beginning of the file
would change every hash



Chunking Algorithm

What about rsync?

Overview
Awants to send fild~to B, who already ha& 6

B computes hashes of neaverlapping chunks of.,0
send toA

A computes rolling hashes of eveoyerlappinghunk in
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Not obvious how to take advantage of creSke
similarity

Database of rolling checksums makes no sense



Chunking Algorithm

LBFS Solution: Conterabased chunks

Compute rolling checksum of every overlapping
48-byte region
If 13 loworder bits of checksum equal magic
number, this region is a chunk bregoint
Every region hasZprobability of being breakpoint
Expected chunk size i$3% 8192 bytes
Some data can cause strange behavior

Artificial limits: Minimum chunk size = 2K, max
chunk size = 64K



Chunking Algorithm
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AChunks of a file before and after various edits.
AHorizontal stripes show the 4Byte region
breakpoints.

AGray area is regions that were changed with an edit.



Chunking Algorithm

Global chunk database Is created

This Is how cros8ile similarity is exploited

Indexes first 64 bits of SHA hash for each chunk
In every file

64-bit key mapped to <file, offset, count> triple

Sometimes database Is owdf-date or inaccurate
Database integrity never trusted
SHA1 hash recomputed on every chunk before it is used



LBFS Protocol

Based on NFS version 5
Uses RPCs (Remote Procedure Calls)

NFS permission system

Assumes large local disk space for local file
cache

Read and write consistency
Reduces bandwidth with chunking
Compression, encryption, authentication



LBFS Protocol - File Consistency

Read consistency: Leases and whole file cachinc

When client opens file, server gives client 60 second
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Server will notify client of changes to file during lease time
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modified time Is the same on the client and server, the
local file is up to date
Otherwise, read file from server (discussed next)

Not clear what happens Iif file is modified during lease
time
Server notifies client, but how does client handle it?



LBFS Protocol - File Consistency

Write consistency

Write leases not necessary

Specific file write protocol discussed later
3AO0AO xEIT 1T AOAO AAI AT A
Ox O&@A T OAS

File committed atomically on server, so corrupted files
on server are not possible

Not clear what happens to modified version of file on
client if client crashes during transfer, or crashes before
file Is closed



LBFS Protocol - File Reads

When file iIs not in cache or out of date, client
must read file from server

But we want to use chunking on client side, too

Client has own chunk database, just like server
Client use<sETHASHRPC to get hashes of all
chunks in file

Client sends requests for all chunks not in
database

Server sends client all requested chunks
Client/server try to send everything in a single
message each, but sometimes not possible




LBFS Protocol - File Reads

Client
File not in cache
Send GE THASH

shal not in database, send normal read
shal not in database, send normal read
shal in database

Fut shal i database
Put sha? in databass

File reconstrocted. return to user

Server

Break up file into chunks, @offset+count

Leturn data associated with shal

Eeturn data associated with sha2



LBFS Protocol — File Writes

Writes only occur when file is closed by client
Updates to file on server are atomic

Client writes to temporary file, temp file is overwrites
real file after write has finished

Write Protocol:

Client sends which makes new temporary file for writing
with MKTMPFILERPC

Client sends hash of each chunk us@C@NDWRITERPC
Server requests all chunks not in database

Client sends all chunks requested by server with
TMPWRITERPC
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Server sends back OK, copies temp file to real file



LBFS Protocol — File Writes

Client

User closes file

Pck £4

Break file into chunks

Send SHA-] hashes to server

Server has shal
Server needs sha?, send data

Server has shal
Server has everything, commit

File clossa, return to user

Server

Create tmp file, map {clhent, £d) to file
shal in database, write data into tmp file
shal not in database

shal in database write data into tmp file

Put shal into database
write data into tmp file

Mo errar, copy data from tmp fil e
into target file



LBFS Protocol — Security

Authentication : Public key cryptography
Client admin specifies server public key at mount
time
Client and server authenticate to one another
Specifics not given, presumably standard protocol

Encryption: Client and server negotiate

session key at mount time

Compression Everything Is passed through

gzip before being encrypted and send out



Implementation

LBFS server pretends to be NFS client

Standard way of quickly implementing new
network file systems

NFS layer handles access permissions, system
calls, etc.

Client written withxfs device driver
Good for whole file caching
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LBFS compared to the following systems:

N
C

~-Sz Small cache, writeon-save, no chunking
F- EAOT Ol #0600 . &3

A
A

-SZ Whole file caching, writ@n-close, no
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Leases Hzipz LBFS without the chunking

Basically AFS witzip



